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Stephen Wykstra
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Thirty years ago this year, William Rowe launched the evidential argument from evil with his “The Problem of Evil and Some Varieties of Atheism.”  Five years later, I published a critique of Rowe’s argument, the linchpin of which was CORNEA—the “Condition Of ReasoNable Epistemic Access.”
  In the decades since then, evil has multiplied (evil evidential arguments, I mean), and the CORNEA-based Critique has joined a family of responses to these arguments—the “Skeptical Theism” family.
  In these same decades, Rowe’s specific evidential argument and my CORNEA defense have evolved through the give-and-take of our own dialogue.
  
 In a recent essay, Rowe has included a kind of memoir giving a potted history of this dialectic, a history supporting his assessment of the future prospects for Skeptical Theism.  I want to do the same here.  While I differ with Rowe about future prospects, I do think the past evolution of a position—its Lakatosian track-record as a research programme, so to speak—gives clues as to its future prospects.   But more importantly, I think that in this particular dialectical process, there are still new insights to be had at almost every turn of the argument.
  In this paper I want, in part, to mine the past for some of these insights.  For this will, I hope to show, help CORNEA face certain new challenges—challenges whose resolution may also, I think, shed light on some problems sorely vexing mainstream epistemology today.

So this essay will provide, first, a potted history of my own.  And here is one difference between our stories. As Rowe (2006) tells us, the first version of the CORNEA Critique emerged during his NEH Seminar at Purdue in the summer of 1982, after which I stayed on several weeks.  A year later, he recalls, I presented my paper (and Rowe his reply) at a Pacific Division APA Meeting, held aboard the ocean liner Queen Mary.  These papers, Rowe then says, were published in 1984 in International Journal for Philosophy of Religion. 

Rowe confesses that his recollections on all this are dim. 
 His recollections, I’ve recently learned, are almost—but not quite--right!  For I recently found, in my dusty files, the faded typescripts of both my Queen Mary paper and Rowe’s reply.  They make clear that in the weeks after his Purdue seminar, Rowe produced his first objection against an early form of CORNEA.  I stayed on several weeks working out an answer to it.  , which I stayed on to answer.  And I presented this answer in my Queen Mary paper.   But I never published it. In his Queen Mary rejoinder, Rowe accepted my answer as giving a key insight, and dropped his first objection.  But he then went on to incorporate my insight into a new second objection.  This second objection—his Expansions-Can’t-Help Objection, was published in 1984, and remains a mainstay of his attempt to defuse the CORNEA critique.
  
In this paper, then, I want to excavate that never-published first round of our debate, using this to illuminate how the debate has unfolded.  You may suspect that my aim is just to try to get proper credit for an insight that I’ve belatedly decided Rowe filched from me.  If so, you’re wrong.  It’s not just that.  The history here will, I hope, help us see that later developments were not mere epicycles, and give guidance as to how the CORNEA research-programme can face certain new challenges—challenges that seem to me strikingly related to problems sorely vexing mainstream epistemology today.  
The new challenges have in  mind are, in particular, those posed recently by Graham and Maitzen, and, yet more recently, by Justin McBrayer.  The last part of this paper will give my emerging reply to McBrayer. 
  McBrayer’s critique has been one topic in an  interim course this January with a small band of five dedicated philosophy majors.
  I’ll here give a sketch of our emerging lines of thought; and at the Conference itself, I’ll try to further tighten these into my best answer to CORNEA.   
Or, perhaps, into a eulogy and a burial service.  
 LISTNUM  LegalDefault \l 1 \s 0   Evidential Arguments from Evil

 LISTNUM  LegalDefault \l 2   Context. 
 Theists believe that God exists.  By "God" is here meant a supreme being who created and sustains the universe, who is a “person” (i.e., who possesses both will and intelligence), who is all-powerful and all-knowing, and who is entirely good, and in this goodness loves and tends for all creatures.  The claim that such a God exists is a big claim, and this alone makes it hard to believe.  But ordinary reflective people often feel that the horrific suffering in the world makes it even harder to believe.  In recent decades, philosophers have investigated whether this feeling reflects a correct intuition.  "Is the suffering in our world," they ask, "strong evidence against theism—evidence making it improbable, or unreasonable to believe, that God exists?"  Investigating this is important because the question of God's existence is important.  But it has also been an important vehicle for investigating the nature of inductive evidence, epistemic probability, theory of rationality, and—as we shall see in considering McBrayer’s critique—the use of subjunctive conditionals in formulating epistemic principles.  

 LISTNUM  LegalDefault \l 2  The Recent Shift.  
Arguments from suffering rest on a tension created by three thoughts.  The first thought is that if God exists, then He would rather not have any creature suffer intensely.  For God, being good and loving, would find such suffering, considered in itself, a "negative", just as a good mother would deem it a "negative" that her child undergoes intense suffering.  This being so, a good God, like a good mother, will permit or cause such suffering only when doing so is vital for
 some outweighing "positive" thing, some "outweighing good" as philosophers put it.  The second thought is this: if God exists, then He--being all-powerful, and not limited in the way that a human parent is--would need very special goods to "require" Him to allow an instance of suffering.  The good would have to be so intimately tied to the suffering that even omnipotence cannot pry them apart, getting the good while preventing the evil.  And the third thought is about the Cold Hard Facts of suffering: there is suffering in our world; there is a lot of it; much of it is horribly appalling and degrading; and so on. 

There is a tension between these three things, and in the shadow of this tension, many philosophers not long ago thought they saw a logical contradiction. It is, they thought, a logically necessary truth that if a being is genuinely all-powerful, this being can always get any desired good thing without allowing any suffering. It’s also, they thought, a logically necessary truth that if a being is utterly good, it will avail itself of this option whenever it can.  From this it seems to follow necessarily that if God exists, then He will (being both all-powerful and all-good) prevent all suffering in the universe. From the mere fact that some suffering exists, it seems to follow necessarily that God does not exist.  

But by the late 1960's, work by a new generation of philosophers uncovered problems in this reasoning. 
   I can’t think of any philosopher who still endorses it.  It has been replaced by "evidential" versions of the argument: certain further facts about suffering, it is argued, while not giving a logical proof that God does not exist, do give us very strong evidence that God does not exist.  Philosophers refer to this as the shift from "logical" (or “demonstrative”) to "evidential" (or “probabilistic,” or “inductive”) versions of the problem of suffering. 
  

But exactly which "further facts" are relevant, and exactly how are they relevant?  Here there are several ideas under current investigation.
  I shall focus here on the approach pioneered by Rowe.  Rowe stresses the empirical fact that for select instances of suffering, we can, no matter how hard we look, see no good sufficient to justify God in allowing the suffering.  Our seeing no such good, Rowe argues, is strong inductive evidence for there being no such good, and is therefore also strong evidence for there being no God.  I shall refer to an argument of this type as a "Noseeum Argument."
 
 LISTNUM  LegalDefault \l 2   Rowe's Noseeum Argument.  
Rowe's overall argument has three stages. To state it concisely, the following terminology will be useful.  When suffering serves some outweighing good that justifies or suffices to justify an all-good and all-powerful God in allowing it, let us say the suffering "serves a Point."  And when we, try as we may, can see no Point served by some particular instance of suffering, let's say that this instance is "inscrutable suffering."
  The First Stage of Rowe's argument, then, focuses on a particular instance of suffering—a fawn, horribly burned in a distant forest fire, lies for days in agony before dying.  Rowe claims that, try as we may, we can see no Point served by a God's allowing of such suffering.  And our seeing no such Point, this First Stage says, is strong evidence for there being no such Point. The Second Stage urges that there are many instances of suffering like this, which makes it even more probable (very probable) that for at least one of the instances, there is no Point.  The Third Stage invokes the truth that if God exists, each instance must have a Point, leading to the conclusion that very probably, God does not exist. 
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Schematically, we can depict these as three stages of a rocket (and a nose cone); lets call it "Rowe's Rocket": 
	1 We see no Point for select instances of   suffering.

2 So probably, for these sufferings, there is no Point
	3. There are many such sufferings.
4. So very probably, for at least one of them there is no Point.
	5 If there is no Point for some instance of suffering,  then God does not exist.
	6 So very probably, God does not exist




Let us now focus more closely on the first stage of Rowe's argument.  Rowe here proposes an inference from our seeing no Point for his select instance of suffering to there being no Point served by it.  I shall call this type of inference a "Noseeum Move."  But what exactly is the inference here? On what general principles does it rely? 

Rowe gives two formulations of this. In his earliest 1979 formulation, Rowe focuses on the case of the burned fawn; he argues that our seeing no Point to the suffering justifies the claim that the suffering does not appear to serve any Point. This, in turn, makes it reasonable for us to believe that it does not serve any Point.  Since this formulation goes from "sees no" to "is no" by passing through an intermediate "does not appear" claim, let's call it the Indirect Noseeum Move.  

This Indirect Noseeum Move is best seen as relying on a general principle, sometimes called the Credulity Principle, that if it seems (or appears) to you that something is the case, then it is—barring defeaters
—reasonable for you to believe it is the case.   For example, suppose you are meditating in a little shed with no windows (to minimize distractions), and you hear a familiar patter on the roof such that it seems (appears) to you that it is raining outside. The Credulity Principle says that given this, it is (barring defeaters) reasonable for you to believe that it is raining outside.  How things seem is—barring defeaters—good evidence for how they are.  

 Later, Rowe shifts to what I shall call the "Direct Noseeum Move.  Again, he selects specific instances of suffering, this time focusing on an actual case of a little girl savagely raped and beaten to death in Flint Michigan.  Again, he asks us to consider possible goods to see if they suffice to justify a God's allowing of this event.  He defines "J" as the property a good has just in case it suffices to justify a God in allowing that particular horrendous event.  And he argues that we find, empirically, that all goods we know of lack J.  From this, he urges, it is reasonable to move directly to the conclusion all goods there are lack J.  

The Direct Noseeum Move is best seen as relying on a highly regarded principle called "the Straight Rule."  The Straight Rule says that if you have examined a sample of some larger population, and found that a certain fraction of that sample has some characteristic C, then the most reasonable conclusion for you to form is that the same fraction of the larger population has characteristic C.  For example, if you examine a number of pit bulls (say, a hundred of them) and 90% of the dogs in your sample get vicious when taunted and poked with a stick,
  then the most reasonable conclusion is that 90% of all pit bulls get vicious when taunted and poked with a stick.  Or, suppose you are looking for a good electrical insulator, test a large number of pieces of gold, and find that 100% of the gold in your sample lack insulating power. Then, barring defeaters, the most reasonable conclusion is that 100% of all the gold in the universe lacks insulating power.
 You might later get new evidence leading you to revise this (inductive inference is fallible), but no other conclusion (of like specificity) is more reasonable than this one.

 LISTNUM  LegalDefault \l 2   Seeability and the Skeptical Gambit.  
How strong are the Noseeum Moves that we've just described?  Let's take them in turn.  Regarding the Indirect Version, I want to suggest that what is most precarious is the first half of the move--the move from our seeing no Point to the suffering, to claiming that this instance does not appear to serve a Point.  

This may seem surprising.  After all, if we see no outweighing good, isn't it almost trivial to go on to say that "there does not appear to be" any such good?  Indeed, isn't saying this pretty much the same thing as saying that we don't see any such good?  

No, it is not pretty much the same thing.  To see why, note two things. First, note that "does not appear" can have either a "weak" meaning or a "strong" meaning.  It might, weakly, mean just "It isn't the case that it appears that…."  For example, if you call and ask me if it is raining outside, and I'm in a deep bank vault, I can truthfully say "it does not appear (to me) to be raining"—provided that all I mean is "It isn't the case that it appears to me to be raining."   Ordinarily, of course, I don't mean this:  when I say "It doesn't appear to be raining," I instead mean that "It appears not to be raining outside." That's a far stronger claim.  And clearly enough I wouldn't, in my deep bank vault, be justified in asserting that.
  Second, note that Rowe's argument, if it is to work, needs the stronger meaning. It must move from the data of our seeing no Point to the claim that "There appears not to be any Point for this instance of suffering." 
  

  But once we grasp this, it is not so clear that Rowe's move is reasonable.  For sometimes moves of this sort are reasonable and sometimes they aren't.  For example, if you are on the bleachers, look around a basketball court, and see no elephants, it is reasonable enough for you to say, "There appear to be no elephants on the basketball court."  But if you look around and see no sand fleas, is it reasonable for you to say "There appear to be no sand fleas on the court"?  Clearly not.  

And why is this?  In a nutshell, it's because elephants are, for the sort of inspection you've done, far more "seeable" than sand fleas.  If some elephants were in the gym, then—as you well know—it’s pretty likely you would, inspecting the gym from the bleachers, have seen them.  Elephants have, we can put it, high "seeability."  And this is why not seeing them makes it reasonable for you to say "It appears there are no elephants here."  In contrast, suppose you wonder if there are any sand fleas in the gym, and, looking around carefully from the bleachers, do not see any. Does this entitle you to claim "It appears there are no sand fleas here"?  Clearly it does not.  And this is because sand fleas have, for this sort of search, "low seeability": if they are there, what's most likely is that you'd still, inspecting from the bleachers, not see them.  Your not seeing any sand fleas, being highly expectable even if they are there, does not entitle you to claim "It appears there aren’t any sand fleas here."

Generalizing from such cases, I proposed that a Noseeum Inference is reasonable only if it meets a certain type of requirement, which I shall here call a "Seeability Requirement" (or SEER for short).
   For Noseeum Inferences utilizing an intermediate "does not appear" claim (like Rowe's Indirect Noseeum Move), I proposed that the relevant Seeability Requirement is roughly as follows:  

SEER-1:  Seeing no X in a situation after carefully looking makes it reasonable to say "It appears that no X is here" only if it's reasonable for you to think that in that situation  X is pretty "seeable"--that is, that if X were there, it's pretty likely that you would have seen it.  

And for Direct Noseeum Inferences, I proposed that the relevant Seeability Requirement is as follows:

SEER-2:  Finding that all X's we know of lack a property P gives one strong evidence that all X's lack P, only if it is reasonable for one to believe that if some X has P,  this would likely fall within our experience. 

Suppose that we can't reasonably believe that an outweighing God-purposed good would, if it (and God) existed, have high seeability.  Suppose that, instead, we have reason to think that even if God-purposed goods exist, we shouldn't typically expect to see them—any more than we should expect to see sand fleas when gazing around a basketball court from the bleachers.  In that case, our failure to see them in a given case wouldn't entitle us to say "There doesn’t appear to be an outweighing good served by this instance of suffering."  Nor would the Noseeum Inference in its "direct version" be reasonable:  from not seeing any good with “J” (the property of justifying God in allowing some particular instance of suffering that bothers us), and from seeing that all goods we know of lack J, we can’t reasonably conclude that probably all goods lack J, i.e., that there is no good that justifies God's allowing that suffering.

If this is right, the question is whether Rowe's Noseeum Arguments pass or fail these Seeability Requirements.  A key question here is this: do we have some reason to think
 that God-purposed goods would have fairly low Seeability—that they'd be, so to speak, more like sand fleas than like elephants?  I've argued that we do have reason to think this.  The idea is that if there is a God, his Mind will be vastly deeper than our minds, rather like a parent's mind is deeper than a mind of a child who is very young—say, one year old. But then, that we should see most of God's purposes is about as likely as that a one-year old would discern most of her parents' purposes—that is to say, it is not likely at all. Such analogical reasoning gives us some reason to think if God does exist, his Purposes for allowing many instances of suffering would often be beyond our ken.  Like sand fleas viewed from the bleachers, we just wouldn't have very good access to them.  

The stance that we don't have "access" to a certain subject-matter is, in philosophy, called "skepticism" regarding that subject-matter.  Since the above critique of Rowe's argument rests on "skepticism" about whether the God-purposed goods at issue, if they exist, are the sort of thing to which we'd have access, it is often called “Skeptical Theism.”  But the critique based on CORNEA (as well as the different “skeptical-theist” arguments by Alston, Plantinga, Van Inwagon and other “skeptical theists”) does not (or need not) rest on any claim that God exists.  I thus prefer to call these strategies skeptical gambits.  If a skeptical gambit succeeds in showing that Rowe’s argument is weak, it can and should be endorsed by atheists and agnostics as much as by theists.  Atheists shouldn’t, after all, endorse every argument for atheism--anymore than theists should endorse every argument for theism.
 LISTNUM  LegalDefault \l 1   Round One.

 LISTNUM  LegalDefault \l 2   Rowe's First Dagger: The Seeability Rule Yields Absurdities.   
The first version of SEER (aka CORNEA, and so called hereafter) emerged in the summer of 1982, at an NEH Seminar at Purdue led by Rowe.  During the seminar Rowe came up with his first objection against CORNEA, and I stayed on several weeks working out a reply.  Rowe’s objection and my reply became the main topic of a paper that I presented (and to which he responded) in 1983 at an APA Meeting on the Queen Mary in Long Beach, California.  I never published this paper: Rowe liked my reply so much that he dropped his objection entirely, incorporating my main insight into his next objection.  This exchange is thus a significant part of the pre-history of CORNEA, yielding an insight that I increasingly see as crucial for clear thinking both about this problem and many others in philosophy. 

Rowe’s first objection is that CORNEA leads to absurdities when combined with another principle that is an established part of probability theory.
  This other principle, called the Consequence Condition (or CC for short) says:  

CC   If evidence disconfirms or makes improbable some hypothesis H, then it also must disconfirm or make improbable any "bigger" hypothesis H' that has H as an entailed consequence.  

For example, let H' be the hypothesis that all Calvin students are Protestants, and let H be the hypothesis that all Calvin philosophy majors are Protestants.  Clearly H' entails H.  CC tells us that if some body of evidence disconfirms H, then it also disconfirms H'.  For example, suppose we have a body evidence E that gives a probability of 2% (.02) to the proposition that all Calvin philosophy majors are Protestants. What CC tells us is that on this same evidence, E, also must make at least as improbable (.02) that all Calvin students are Protestants.  The first “smaller” hypothesis is included in the second “larger” one.  What CC says is in any such case, if our evidence makes improbable the smaller hypothesis, it must make at least equally improbable the bigger hypothesis that entails (or "contains") it.  

Now CC, Rowe noted, is an established theorem in probability theory.  But suppose, Rowe argued, that we accept not only CC but also CORNEA.  We then quickly get the absurd result that no probabilistic evidence ever disconfirms any hypothesis.  For take some hypothesis that you think is disconfirmed by your evidence.  Consider, this example (the example I gave in my Queen Mary paper). Suppose we are considering the hypothesis 
(W) "Wykstra is Catholic" 

and you have the following evidence:

(e) Wykstra taught for years at Calvin College, is a member of Eastern Avenue Christian Reformed Church, and is believed by all his closest friends and family to be a moderate but enthusiastic Calvinist.  

Intuitively, it seems pretty clear that e is very strong disconfirming evidence against W—that W has a very low probability on e.  But suppose you are a loyal Catholic intent on protecting W from e.  Can’t this Loyal Catholic, using CORNEA, now just form a bigger hypothesis by combining W with e.
 Let's call this bigger hypothesis W':

(W') Wykstra is Catholic, but Wykstra teaches at Calvin College, is a member of Eastern Avenue Christian Reformed Church, is believed by all his colleagues and family to be a Calvinist Protestant, and so on. 

Rowe’s objection, in effect, was that if CORNEA is right, the Loyal Catholic’s strategy works. For W’ entails our evidence e, so if we accept CORNEA, we have to say that e cannot disconfirm W’.  And since W’ entails W, we also have to say—by the Consequence Condition—that  e cannot then disconfirm W either.  Of course, the Loyal Catholic argument can’t be correct; and this shows, Rowe thought, that CORNEA is wrong.
It’s important to see that the Loyal Catholic Casuistry (as I called it) is completely generalizable.  If it works, it can be used to protect any pet hypothesis H from disconfirming evidence e brought against it.  For we can always conjoin the hypothesis H with the evidence e to get a bigger hypothesis, H’.   H’ is then just H & e—it includes both.  But consider this bigger hypothesis H':  If H' is true, we'd entirely expect e (since H’ includes e).  So CORNEA entails that e can't disconfirm H'.   But since H' entails H (it includes H too, remember) , CC forces us to say that e can't disconfirm H either. And this will hold for any H:  we can use this same pattern on any case whatever.  But this result is absurd.  So CORNEA can't possibly be right: it leads to an absurd consequence.  CORNEA, argued Rowe, gives the absurd result that no evidence can ever disconfirm any hypothesis.  This was the essence of Rowe’s Summer-of-82 Objection.
 LISTNUM  LegalDefault \l 2   Wykstra’s Shield:  Useless Expansions and the By/On Distinction. 
 Rowe's Summer Objection was challenging.  But on reflection, I came to see (and Rowe came to agree) that it has no force it all.  Its apparent force evaporates when we distinguish between two senses of "disconfirms": the right distinction allows us to see what CORNEA (SEER-2) and CC are really saying, and allows them to work hand-in-glove with no absurd results.
 

The distinction, drawn by Rudolf Carnap in his classic Logical Foundations of Probability, is this.  In one sense, some body of evidence-- E, let's call it-- "disconfirms" a hypothesis when, on that evidence, a hypothesis has a probability of under .5 (or some other low "floor").  In a second sense, a bit of evidence, e, "disconfirms" a hypothesis when, by that evidence, the probability of the hypothesis changes--changes downwards, i.e., is lowered or decreased from what it was "earlier,"  on our evidence apart from that new bit of evidence.  I refer to this as the By/On Distinction, or as the distinction between “static” and “dynamic” senses of disconfirms. 
To illustrate, suppose you are playing poker and see that everyone is fairly dealt a hand.  Does your evidence "disconfirm" the hypothesis that Fritz is holding four aces?  Yes, it does: on E, there is certainly a probability of under .5 (50%) that Fritz holds four aces.  Suppose now that you look at your own cards and get the new bit of evidence that (e) you are not holding any aces; you add this new bit of evidence e to your total evidence.  Does your new total evidence still disconfirm that Fritz holds four aces?  Yes, it does.  However, this hypothesis is not [dynamically] disconfirmed by your new bit of evidence: indeed, by gaining the new bit of evidence, the probability that Fritz holds four aces is actually raised to some degree.  
Once we distinguish these two senses of "disconfirms," we can see the distinction applies directly to CORNEA and CC, in speaking of whether evidence “makes” a hypothesis probable or improbable.  CC says that if a hypothesis has (statically
) a probability under some value (say, .5) on a certain body evidence E, then any "larger" hypothesis entailing H also has (statically) a probability under .5 on that body of evidence.  CORNEA, in contrast, says that if some hypothesis H makes entirely expectable some potential bit of data e, then H cannot have its probability lowered by this evidence: gaining this new bit of evidence cannot dynamically lower the probability of the hypothesis (from what it was before).  
Making the distinction thus helps us clarify the two principles, and allows us to see where the Rowe’s Summer Objection went wrong.
  More importantly, we could now clearly see why, when confronted with data that lowers the probability of some hypothesis, one can't "save" the hypothesis by simply "expanding" it—by, in effect, just adding the data (along, perhaps, with some binder) to it.  Such an expansion will be utterly unhelpful, utterly ineffectual.  Suppose that hypothesis W ("Wykstra is a Catholic") has, on our background evidence E up until now, a probability of 60%.  We then gain our new bit evidence e (Wykstra teaches at Calvin, is a member at Eastern CRC, etc.).  It looks like e greatly lowers the probability of W.  Can we save W from assault by just expanding it into W'?  No, we can't.  It's true W' doesn't have its probability dynamically lowered by new evidence e: we've protected it from dynamic disconfirmation.  But on our antecedent evidence, E, W' is far less probable than W was.  So expanding W into W' (by adding e and a binder to it) enables to protect our hypothesis from being lowered by e, but only because we’ve made it, on E, greatly lower to start with.  What our left hand has given the hypothesis (immunity from having its probability dynamically lowered by adding e to E), our right hand has taken away (by making the hypothesis have a greatly lower probability on E to begin with).  As Rowe appreciatively put it—or so I dimly recall—on the Queen Mary: “As Wykstra has shown, there is, in philosophy as elsewhere, no such thing as a free lunch.”
 LISTNUM  LegalDefault \l 1   Round Two.

 LISTNUM  LegalDefault \l 2   Rowe's Second Dagger: The Distant-Future Assumption.  
With CORNEA now looking good, Rowe shifted his attack to my case that his argument violates CORNEA.  I’d argued that we have good reason to think the following conditional claim is true:  if God exists, then likely, many of the goods He purposes will "lack Seeability" or be “beyond our ken.” And my argument, as we noted, tried to exploit the fact that if God exists, his Mind would be vastly greater and deeper than our minds, much as the mind of an adult parent surpasses that of a one-year old child.  This, I argued, gives us reason to think that many goods purposed by God, if God exists, would likely be beyond our ken, just as many goods purposed by her parents are beyond the ken of a one-year old.        

Putting my reasoning under the magnifying glass, Rowe discerned in it three main steps.  Wykstra begins, Rowe said, from the ground-zero claim that (0) God (if He exists) has an intellect that is vastly greater than ours.  Wykstra takes this to justify the claim that (1) " God grasps  many goods beyond our ken.”  And Wykstra take this, Rowe said, to give reason to think that (2) The goods for which God (if He exists) allows many present sufferings are beyond our ken.  

Now, Rowe agrees with claim (0).  He also endorses the move from (0) to (1), noting that if God exists, then God sees many goods in the very distant future (say, a billion years from now), which we cannot grasp. But Rowe finds a severe problem, a gap, between (1) to (2).  Put  diagrammatically:
	(0) The mind of God (if He exists) is vastly greater than ours.
	=>
	(1) God (if She exists) grasps  many goods beyond our ken.
	=>|         | =>

       The

      GAP


	(2)  Likely, the goods for which God (if He exists) allows many present sufferings are beyond our ken.  


The Gap arises because (2) makes a claim about the goods served by sufferings in the present world (like the fawn's suffering).  To move from (1) to (2), we thus need the further assumption that the goods served by many such present sufferings are goods in the Distant Future.
  But, says Rowe, I give no reason for this Distant Future Assumption (as I'll call it). Rowe adds that so far as he can see, theism itself gives us "no reason whatever"
 to accept this assumption.  This creates a big gap—the Distant Future Gap, let’s call it—in the argument.  Without reasons for the Distant Future Assumption, we cannot make the move from (1) to (2).  And this means that we've failed to show that his Noseeum Move violates CORNEA. 

 LISTNUM  LegalDefault \l 2   Wykstra’s  Proposed Shield: the Improved Parent Analogy.   
As before, Rowe's response pushes us to clarify.  As I initially stated it, the Parent Analogy may sound only like a way of colorfully expressing the point that the mind of God is far deeper and larger than our minds.  But it can also be viewed as an analogical argument. And if so taken, may both address the Distant-Future Gap, and give more ample reason to think God's purposes for allowing present sufferings would often be beyond our ken.  

We see, for example, that a one-year old child will not only fail to grasp many goods the parents envision in (to the child) the very dim and distant future (her college education, for example): she will also often be unable to see the goods for the sake of which the parents allow certain present sufferings she now experiences--as when they bring her the Man with the White Coat, who sticks needles into her. And in reflecting on why this is, the Parent Analogy suggests similarities between the parent-child relation and the God-human relation that may give us further reason to think that if God exists, the same will be true for the God-human relation. 

What is it about the parents, for example, that brings it about that in many present dealings with the child, the goods they purpose are beyond her grasp by virtue of lying in the distant future?  It is partly of course their superior intelligence, enabling them to see such goods.  But it is also that they care about the future, rather than being myopically concerned only about the present.  And it is also that they have the resources to steer the present, so as to bring about desirable consequences in the future.  But all three characteristics are possessed in excelsis by God (if God exists). So far forth, then, the Parent Analogy gives reason to think that many of the goods God purposes, in His present dealings with us, are goods in the distant future. 

Rowe, in calling our attention to The Gap, has rightly urged that the Parent Analogy needs improvement if it is to work. I’ve argued that such improvements are not be hard to find, giving an Improved Parent-Analogy Argument allows the Skeptical Gambit to bridge The Gap, and put even stronger pressure on Rowe's Noseeum Argument.  In response, Rowe has recently argued that the Parent Analogy, at a deeper level, is unfavorable both to theism and  to Skeptical Gambit. I turn to this response next.
  

 LISTNUM  LegalDefault \l 1   Round Three.

 LISTNUM  LegalDefault \l 2  Rowe's Third Dagger:  the Vacationing-Parents Analogy.  
In a recent paper, Rowe considers my own proposed improvements, arguing that even when improved, the Parent Analogy cannot sustain a CORNEA critique of Noseeum Arguments.

The fundamental problem with the Parent Analogy, as Rowe sees it, arises from two points.  The first point is that endorsing the Parent Analogy gives not only the implication that the theist desires, but a further undesired implication as well. The desired implication is that the goods purposed by God in allowing present sufferings will often be beyond our ken. The further (and undesired) implication is that God, if like a good parent, will behave as good parents do when they allow a child to suffer for reasons beyond the child's ken. A good mother, in such a case, does all she can to be present to the child, to assure the child of her love, and to assure the child that there is a purpose for their allowing the suffering. So if God is like a good parent, God will do the same: when allowing us to suffer for reasons beyond our ken, God will do all He can to be present to us in the suffering, to assure us of his love, and so on.  This, to Rowe's mind, is an inevitable extension of the Parent Analogy.

But—Rowe’s second point—we know from experience that human beings in their suffering very often do not experience God as present, that they do not experience assurances from God, during times of intense suffering, Instead, God seems absent and hidden.  

How exactly does Rowe think this bears on the issue at hand?  A close reading shows that he makes a double use of it. On one hand, he thinks that the Parent Analogy, although “very much favored by theists, is actually unfavorable to theism.”  It is unfavorable, in part, because if endorsed it brings theism into conflict with a widespread inability to experience God's presence, especially in times of intense suffering.  For if God exists and is analogous to a good parent, then we should expect God to draw experientially close to us during periods of intense suffering; the fact that many humans have acute non-experience of God during such times is thus a new body of data making it improbable that God exists.  No loving parent, he argues, would “use their child’s stay in a hospital as an occasion to take a holiday, saying to themselves that the doctors and nurses will look after little Johnny while they are away.”  But when we look at the evidence impartially (Rowe urges us to read the holocaust literature here), we find that a great many humans “have undergone immense suffering with no awareness of God’s presence.”  God, Rowe concludes, “has been on a holiday for centuries.” 
   

Here, I judge, Rowe is appealing to the human non-experience of God—the Silence of God—during times of intense inscrutable suffering as new data which can supplement his earlier noseeum data, viz, our failure to see outweighing goods served by many instances of suffering.  But more importantly in the present context, Rowe also uses the Parent Analogy to protect his earlier Noseeum Arguments from a CORNEA-based Skeptical Gambit. Here, his argument is that if God were indeed analogous to a good parent (as Skeptical Theists in some moments like to suggest), then we should expect that God will be especially keen to draw close to human beings in that subset of  cases of suffering where the good served by His allowing the suffering is one that we are unable to see or grasp.   
In his 2006 treatment, Rowe puts the point this way: 

The point is this: love entails doing the best one can to be consciously present to those one loves when they are suffering, and particularly so when they are suffering for reasons they do not or cannot understand.
 

In his longer 1996 response to the Improved Parent Analogy, Rowe spells out how this bears on the Skeptical Gambit: 

Let's…focus on what is, I believe, the major weakness of the argument based on the analogy between God and the loving parent.  What happens when a loving parent intentionally permits her child to suffer intensely for the sake of a distant good that cannot otherwise be realized?  In such instances the parent attends directly to the child throughout its period of suffering, comforts the child to the best of her ability, expresses her concern and love in ways that are unmistakably clear to the child, assures the child that the suffering will end, and tries to explain as best she can why it is necessary for her to permit the suffering even though it is in her power to prevent it. In short, during these periods of intentionally permitted intense suffering, the child is consciously aware of the direct presence, love, and concern of the parent, and receives special assurances from the parent that, if not why, the suffering (or the parent's permission of it) is necessary for some distant good.

Continuing, Rowe next deploys this point to urge that the Parent Analogy can bring his own argument up to the standard CORNEA requires. The key move is to use the Parent Analogy to show that if, during certain instances of intense suffering, humans don't experience God as drawing close to them, then it stands to reason that, in those cases, the Point for the suffering will be (if God exists) one that would likely be within our ken.  For such instances, it is thus no violation of CORNEA to infer, from seeing no Point, that there probably is no Point (and so probably no God).  Here is how Rowe puts it: 

If we do apply the parent analogy, the conclusion about God that we should draw is something like the following: When God permits horrendous suffering for the sake of some good, if that good is beyond our ken, God will make every effort to be consciously present to us during our period of suffering, will do his best to explain why he is permitting us to suffer, and will give us special assurances of his love and concern during the period of the suffering. Since enormous numbers of human beings undergo prolonged, horrendous suffering without being consciously aware of any such divine presence, concern, and explanations, we may conclude that if there is a God, the goods for the sake of which he permits horrendous human suffering are more often than not goods we know of.  In any case, I think we are justified in concluding that we've been given no good reason to think that if God exists the goods that justify him in permitting much human and animal suffering are quite likely beyond our ken. 

 LISTNUM  LegalDefault \l 2   Wykstra’s Third Shield: The Real Implication.  
Rowe’s double-use of the Parent Analogy can make it easy to lose track of the issue at hand, so let’s briefly review the dialectical context. The core issue at hand is whether Rowe's Noseeum Argument works: does his noseeum data—out not seeing a Point served by Rowe’s selected instances of suffering—give us strong evidence that for these instances, there is no Point (and hence no God).  To answer this, we must (once CORNEA is accepted) determine whether it is reasonable to believe that if there were a Point, it would likely be "seeable" or within our ken.   My original 1984 Parent Analogy and my 1996 Improved Parent Analogy were meant, minimally, to give good reason to think it is not the case that if there were a God-purposed Point, it would be within our ken.  And the reason they give is, I argued, good enough to shift the burden of reasonability
:  if Rowe cannot either undercut this reasoning,  or provide reasons on the other side that outweigh it, then it is unreasonable for him to believe that if there were a God-purposed Point for his select instances of suffering, we likely would see this Point.  The real question of interest for us, then, is whether Rowe's Vacationing-Parents Analogy successfully neutralizes or undercuts the Improved Parent Analogy.

In my judgment it does not.  A first clue as to why it does not is found in Rowe’s own description of what love “entails”: it entails, he says, “doing the best one can” to be present to those one loves” during such times.  Thus, if we think closely about good parents, we see that it is not true that they always draw close to a loved child in the way Rowe describes during times the child is suffering.  A closer approximation to the truth is that they do this if they are able to, provided that this does not sacrifice any outweighing good. A good parent in such circumstances would want to take their child in their arms and comfort her, for example, but we can imagine circumstances in which the good parent refrains from doing this, perhaps because it would entail certain risks of lethal infection for the child or for others.  In unusual circumstances, the good parent might even allow the child to suffer in an isolation chamber for a time.  From the Good Parent Analogy, the real implication is then something like this: God, like a good parent, will not remain "absent" or hidden during times of “inscrutable suffering” (suffering serving no Point we can see), unless there is some outweighing good—some “Point”—served by so doing. 

Rowe, I imagine, fully realizes this.  Despite his strong “on holiday for centuries” rhetoric,  he fully realizes, I suspect, that the absence of any experience of God during some occasion of intense suffering does not really entail God is “on holiday”—unless it is also true that there is no genuinely outweighing good served by God’s keeping a low profile on this occasion.  There can come a point where one can personally find possibilities too remote or incredible to merit serious discussion, and my guess is that for Rowe, we have here crossed this line, and ridicule strikes him as an appropriate response.  And perhaps it is.  But so far as I can see,  Rowe’s argument here does not protect his original noseeum argument from the CORNEA-critique unless we have (or he gives us) overall good reason to think that there is or would be no genuinely outweighing Point served by God’s keeping a low profile during times of intense inscrutable suffering.   

I do not see that Rowe has provided any evidence for thinking this, nor do I see how it might be provided.  It is true, I suppose, that for many instances of intense inscrutable physical and emotional suffering, we see no outweighing good that would be served by God’s keeping a low profile ; we see too that this can add adds new suffering—“spiritual” suffering, let us call it—to physical and emotional suffering.  But if our seeing no Point served by the physical and emotional suffering fails—on account of CORNEA—to be by itself good evidence that there is no Point served by this suffering, we cannot—on pain of circularity—bring it up to snuff by utilizing an inference that seeing no Point for God’s “remaining hidden” during such times is good evidence that there is no Point for His “remaining hidden.”  We cannot do this, at any rate, unless we can show that the latter sort of Point (a good served by God’s remaining hidden during a time of physical suffering) is significantly different—with respect to its degree of epistemic accessibility to us—from the former sort of Point (a good served by God’s allowing the physical suffering itself).  

 LISTNUM  LegalDefault \l 1   Round Four.

 LISTNUM  LegalDefault \l 2   Rowe's Fourth Dagger:  The Expansions-Can’t-Help Objection 
I now turn to an objection that has been the mainstay of Rowe’s reply from 1984 to 2006.  Rowe's claim is that noseeum data is strong evidence against the claim of theism itself--the claim that there exists an all-powerful, all-knowing, and all-good God.  I've argued that his data isn't strong evidence against theism, because his noseeum data violates CORNEA’s condition: it is pretty much just what one should expect, given the claim of theism itself.  In 1984, I wrote that when we think about the kind of being theism proposes for our belief, the claim that suffering would often serve good beyond our ken is a “logical extension” of theism—something “pretty much implicit” in theism all along.   In my 1987 and 1996 papers, I retreated to a more modest claim (all that CORNEA needs): that if theism is true, it is as likely as not that God would create a “morally deep” universe in which many observed instances of suffering serve goods that are beyond our ken.  
Rowe finds these responses inadequate.  In his 2006 article, Rowe repeats and develops his 1984 reply.  I want here to review his main moves.  In 1984, Rowe’s argument went this way.  What is implicit in theism is that God (if God exists) grasps goods beyond our ken—for example, “distant” goods,  far off in time or space.  But this does not entail that when God allows some instance of suffering, it is likely for the sake of some good that is distant from that suffering; nor does it entail that if God-purposed goods are “nearby goods,” they would still likely be beyond our ken.  For this reason, Rowe argued, the theistic claim that God exists does not entail that for an instance of suffering that is “nearby”, the goods served by that suffering would likely be beyond our ken.   
Rowe 2006 repeats this argument, giving it a new twist.  Noting that orthodox Christianity  takes theism and adds various logically independent doctrines (regard Christ’s divinity and the like) that took “several centuries to be worked out” by the church, Rowe speculates that some theists (p. 84)
might be led to think that if the theistic God exists, then certain other logically independent religious claims must also be true—claims about sin, redemption, the divinity of the son of Mary and Joseph, etc.

And a little later Rowe adds (p. 86): 
I now rather suspect that Wykstra was supposing that the Bible, or at least much of the New Testament, is somehow guaranteed to be true by virtue of the assumption that God exists.  And that is a supposition that I, along with a number of Bible scholars, am unwilling to concede.

Leaving aside his biographical speculations, Rowe’s argument here is that the expectation that God-purposed goods (if God exists) will often be beyond our ken is not at all entailed by theism itself.   It results instead only when we add to theism certain further doctrines—doctrines  peculiar to this or that specific Christian versions of theism—like the doctrine that our earthly lives are a preparation for an afterlife in which humans (some of them, anyway) enjoy great eternal goods such as fellowship with God.  It is true, Rowe thinks, that on theism plus some such doctrines, our noseeum evidence is pretty expectable.  But, Rowe has insisted from Queen Mary onward, one cannot protect theism from this noseeum evidence by simply adding such doctrines, so as to get an "expanded" version of theism.
  And, Rowe (2006) now adds, while some theists may personally believe such further doctrines due to their faith in some special revelation in the Bible, this can hardly be part of a rational “philosophical response” to the problem.

In my experience, traditional Christian theists initially have a hard time feeling the real point of Rowe's fourth dagger.  It will help, I think, if we see how it works against someone proposing to "expand" theism by adding to it a somewhat non-traditional doctrine.  Suppose such a person, worried by Rowe’s noseeum data, proposes to add to theism the following "Karma-Insect" doctrine: 

(K) Each human being is a soul that has lived and will live other lives as insects—lives which we cannot recollect or understand, and which are thus inscrutable to us, but in which we made moral choices which are connected, by inscrutable "bug karma," to evils and suffering in the present life. 

Let's refer to the combination of theism and this karma-insect doctrine K as Karma-Insect-Theism, or KIT for short.  Now, is inscrutable human suffering evidence against KIT?   In one sense, the answer is that it is not.  For—clearly—if  KIT is true, this data is just what we should expect; by CORNEA, the data thus cannot be evidence against KIT.  But does this mean that we can solve the problem of inscrutable suffering simply by adding insect-karma to theism.  No, it does not. For—equally clearly—if the insect-karma doctrine is simply "invented," and lacks independent justification, then adding it to theism produces a version of theism that is vastly less probable than "mere theism" by itself.  To be sure, the new version of theism is protected from having its probability lowered by noseeum suffering, but only at the high price of being vastly less probable on our evidence apart from noseeum data. And while karma-insect-theists might of course appeal to some special mystical revelations, such appeals can hardly be part of a rational philosophical response to the evidence. 

Having put Rowe's point in a way that I hope brings out its sharpness, let us also note that Rowe is here drawing upon the very point that I had stressed against his first objection. My point there, recall, had been that the "Loyal Catholic," by expanding her pet hypothesis that Wykstra is a Catholic, had protected the expanded hypothesis from being made improbable by the new evidence (that Wykstra teaches at Calvin, etc.), but only at the high price of making it vastly less improbable on the old evidence.  Rowe is now saying that the person using the Skeptical Gambit is, in fact, similarly "expanding" theism, and that this expansion is similarly ineffectual. There is an "irony" of sorts here, for his Fourth Dagger is cleverly forged from the very Shield I'd deployed against his First Dagger! 

Is Rowe right about this?  Does the Skeptical Gambit rely on a doctrinal "expansion" of theism?  And if it does, is this doctrinal expansion like unto that attempted by the Loyal Catholic—and so, a similarly ineffectual expansion? Before tackling this question, I want to turn to another objection to the CORNEA Critique: the very recent McBrayer Attack.   Whereas Rowe tends to accept the CORNEA principle, and attack only my claim that noseeum evidence violates this principle, McBrayer argues powerfully that the CORNEA principle is itself false—false, indeed, when applied to inductive evidence, which is the type of evidence that concerns us here.  Answering McBrayer, I am inclined to prophesy, will require close attention to issues about doctrinal contractions, which will turn out to be mirror images of the sort of doctrinal expansions bearing the brunt of Rowe’s complaints.   
 LISTNUM  LegalDefault \l 1   Round Five: McBrayer on Lotto, Crows, and Naps
 LISTNUM  LegalDefault \l 2   The Fifth Dagger: the McBrayer Attack
McBrayer’s recent critique
 of CORNEA urges that CORNEA involves a kind of “sensitivity constraint,” similar in some ways (though not all ways) to the sensitivity constraint in Robert Nozick’s theory of knowledge.  But Nozick’s theory, he notes, encounters severe (many would say lethal) difficulties s handling inductive knowledge.  McBrayer aims to show that similarly, CORNEA cannot handle inductive evidence—that inductive evidence can be good evidence, even while failing to meet the sensitivity standard that CORNEA says is necessary.

McBrayer argues from three counterexamples; I quote them in full. 
Case 1:  Though I hold a ticket, I believe that I will lose the lottery.  I have inductive evidence for this claim. I know that the odds of winning are one in a million.  Is my evidence sensitive to the fact that I will lose the lottery?  Go to the closest world in which I win.  I just get lucky and pull the right ticket.  Is it reasonable to believe that my cognitive situation in the actual world would be discernibly different from my cognitive situation in the possible world in which I win? No—things would look just the same to me.  So, my cognized situation in this case is not evidence for the claim that I will lose the lottery. 

Case 2:  I believe that all crows are black. I have inductive evidence for this claim. All the crows I’ve seen (and I’ve seen a lot!) have been black. Is my evidence sensitive to the fact that all crows are black? No. Go to the closest world in which it is false that all crows are black. Perhaps a crow suffers from a gene mix-up that causes him to be an albino. Is it reasonable to believe that my cognitive situation in the actual world would be discernibly different from my cognitive situation in the possible world in which not all crows are black? No—things would look just the same to me. So, according to CORNEA, I have no evidence for the claim that all crows are black. 

Case 3:  I believe that my son Patrick is asleep.  I have inductive evidence for this claim. I know that it is now 3:00 p.m., and that my son almost always naps from 2:00-4:00.  Is my evidence sensitive to the fact that my son is asleep? No. Go to the closest world in which my son is not asleep.  Perhaps he ate spicy food for lunch, or perhaps he’s just not sleepy.  Is my cognitive situation in the actual world different from my cognitive situation in the possible world where Patrick is not asleep? No—things would look just the same to me.  So, according to CORNEA, I have no evidence for the claim that my son is asleep.

As can be seen above, McBrayer initially words his conclusions: “So, according to CORNEA, I have no evidence for the claim that…”.  As he sees it, CORNEA was originally intended “as a restriction on evidence simpliciter; only later was it limited to ‘levering evidence.” 
  But his examples are, he argues, easily “restructured” so as to show that CORNEA is false “even on the restricted reading”  He illustrates how this might go with the following modified version of his first counterexample  (I will call it Case 1R):

Case 1R  I am given a lottery ticket in ignorance of how many tickets are sold. Perhaps I have the only ticket, or perhaps there are a million tickets.  Being rational, I withhold belief concerning the proposition that I will win the lottery.  Later I learn that the odds of winning are one in a million.  Based on this new information, I disbelieve that I will win the lottery.  My cognitive situation in this case warrants a revision from non-belief to disbelief.  The evidence is therefore levering evidence. However, it remains irrational for me to believe the required subjunctive conditional: I know full well that my cognitive situation would be exactly the same in the closest world in which I win the lottery. And so according to CORNEA, my cognitive situation does not warrant the revision from non-belief to disbelief. And so even on the restricted reading, CORNEA is false.

 LISTNUM  LegalDefault \l 1    Toward a Reply to McBrayer: First Considerations

McBrayer’s counterexamples are not mere repetitions; each one relies on distinct subtleties about epistemic access and subjunctive conditionals that make theorizing in this area so challenging. 
  My aim here is to explore three lines of thought about what’s going on in these counterexamples.  The first line of thought brings out an expansion/contraction dynamic behind the Sleeper Counterexample.  The second line of thought shows how a “Nomologicity Presumption underpins the Crow Counterexample.  The third line of thought brings these into a working relationship, arguing that two counterexamples lie on a continuum reflecting our background confidence about how well a particular subject-matter sustains the Nomologicity Presumption. And this, I last argue, gives us a small new handle on McBrayer’s Lotto Counterexample.  While fully bringing counterexamples under CORNEA’s scope still remains a matter of faith not sight, these lines of thought move us, I think, some distance toward the Promised Land.  
 LISTNUM  LegalDefault \l 2   The Sleeper Case.

 LISTNUM  LegalDefault \l 3   A Temporary Simplification.   
Before probing McBrayer’s Sleeper Case, I want to give it more specification. On the most common conception, inductive inference moves from observed data about particular  instances of particular crows to a generalization or prediction about unobserved instances.  But as McBrayer describes the Sleeper Case, the father’s premise is itself a generalization: My son Patrick almost always naps between 2 and 4.  And what is inferred belief—that Patrick is now, at 3 p.m., sound asleep—is a particular instance of this generalization.
  McBrayer doesn’t identify the respect in which the inference is inductive. The generalization no doubt has some sort of scope limitation—it’s surely not meant to cover Patrick’s whole life—but the scope seems clearly meant to cover the current stage of Patrick’s childhood—including recent months and the months to come: so far forth, the inference looks deductive.  But the generalization also has certain acknowledged exceptions (Patrick “almost always” sleeps soundly from 2 to 4 p.m., it says); moreover, these exceptions are in no way incorporated into the content of the father’s inferred belief (that Patrick is asleep now).   It is this aspect, I suspect, is McBrayer has in mind in calling the inference inductive.    

I have no problem with that, but I also want us to keep another aspect in view here.  While McBrayer doesn’t say how the father comes to believe the general proposition, it makes sense to suppose this belief is itself an inductive conclusion.  Perhaps the father has frequently called home (or gone home) in the middle of the afternoon, and while home has checked on little Patrick; perhaps, doing this fifty times in the last six months, he’s found—with two exceptions—his son peacefully snoring in a two hour nap.  From this data, he then forms the general belief that Patrick almost always sleeps from 2 to 4; and from this, in turn, he forms today’s belief that Patrick is soundly asleep right now.  This fuller scenario is consistent with what McBrayer tells us, and when we later compare the Sleeper and Crow cases, the fuller version will be helpful. 
But we also want this case to be a counterexample to CORNEA in its ideal “levering evidence” version.  As we’ve seen, McBrayer notes that this is easily done with each of his counterexamples. Following his own illustration, let’s restructure the Sleeper Case as follows: 
Case 3R:  Daddy McBrayer is sitting through a boring paper at the Kvanvig Conference, wondering if he should go home to play with his son Patrick, whom he hasn’t seen in five months.  He wonders what Patrick is doing, absent-mindedly voicing his thoughts out loud. The graduate student next to him says:  “Oh, I baby-sat for Patrick fifty times in the past year; on forty eight of those afternoons, he slept like a dog from 2 to 4 or even later..  But two or three times he couldn’t sleep; he’d seen scary bugs that morning in the basement those days, and was afraid they’d crawl upstairs and bite him.”  On gaining this evidence, the father immediately comes to squarely believe “Patrick (during this phase of his life) is a great napper, almost always sleeping soundly from 2-4 pm”.  He also comes to squarely believe “Patrick is—it being 3 p.m.—sound asleep right now.” 
By “the Sleeper Case” I will hereafter mean this version. 
 LISTNUM  LegalDefault \l 3   Contractions and Expansions.  
McBrayer’s key point is that CORNEA’s requirement is not met by the father’s particular belief P.  CORNEA requires that it be reasonable for the father to believe that, were P false (were Patrick not now taking a nap,) his inductive  evidence E would be in some discernible way different from what it is.  But it doesn’t seem met.  It’s not met if we regard the father’s evidence as G: for in the closest world where Patrick is awake, it’s still true that Patrick almost always naps from 2 to 4.  But it’s also not met when we take the evidence to be the fifty particular instances: for in the closest world where Patrick is having a no-nap days—due to scary bugs, spicy foods, or just not being sleepy--the father would still get this evidence from the babysitter.  So if CORNEA is right, the father’s evidence isn’t good levering evidence; but it is good levering evidence; so CORNEA is wrong. 

Interestingly, though, the larger belief does seem to meet the CORNEA condition.  The larger belief is that Patrick almost always naps between 2 and 4 p.m. It’s plausible to think that if if weren’t true that Patrick almost always naps at this time, then the baby-sitter wouldn’t likely have observed (and reported that she observed) Patrick sleeping from 2 to 4 on all but two of the fifty times she’s babysat for him. This suggests one revision of CORNEA worth exploring.  In McBrayer’s version of the Sleeper Case, the father forms his particular belief P (that the son is now sound asleep) by inferring it from the general belief G (that his son almost always naps from 2 to 4 p.m.).  To cover such cases, we might propose adding a rider to CORNEA: when belief P is soundly inferred from wider generalization G, a subject can be entitled to P only if either P itself, or the wider belief G from which it is inferred, meets CORNEA’s RtB requirement.  The father, after all, comes to believe P by inferring it from G, and it is by virtue of good levering evidence that be believes G, CORNEA can let P on on the coattails of G.  

An interesting aspect of this revision—and the counterexample itself—is that belief P seems here to be a kind of propositional “contraction” of G— a contraction which squeezes from G only a small part of its total information-content, namely that pertaining to what Patrick will do between 2 and 4 today.   And this seems to be the reverse of the sort of “expansion” that are the focus of Rowe’s worries.  This may later offer clues as to what’s going on at a deeper level.
 LISTNUM  LegalDefault \l 2   The Crow Case.

 LISTNUM  LegalDefault \l 3   Ru’s Regularism  

  To get closer to the deeper things, I turn to McBrayer’s Crow Case.  As a stalking horse I want to here quote a line of argument from Ru Ye. 
  I begin with an extended quotation:
McBrayer’s key point in this case is the assertion that “it is not reasonable for me to believe that “if not all crows were black, then my cognitive situation would be different”.  However, I believe that this assertion is false. 

My argument is as follows.  Suppose I have seen 10, 000 crows, all of which are black. We use the letter E to represent the proposition “all the 10, 000 crows I have seen are black.” And we use the letter H to represent the proposition “all the crows are black.”  Now the question “in this case whether the evidence E can pass CORNEA” turns into the following question:

Q:     If E is my inductive evidence for H, then is it reasonable for me to believe that “if H were not the case, then E would not be true”?

To answer this question, first I should note that by saying “E is the evidence for H”, I mean “E is levering evidence for H”. That is, evidence E “warrants a change from square non-belief of H to square belief of H.” 

Now we can answer question Q by the following consideration:

Suppose two persons, you and I, are discussing whether all crows are black. I believe that all crows are black, while you don’t. I want to convince you that my belief is true. Then I say “how about we check all the crows we can find, and see whether they are black or not?” You agree. Then we go to the nearest farm, and find that all the 50 crows there are black. Then we go to another farm, and find that all the 50 crows there are also black. 
But you still don’t believe that all crows are black. You say “perhaps all the crows in our city, but not in other cities in the country, are black.” In order to convince you, I take you to another city, and we find that all the 2,000 crows there are black. Then we travel around the whole country, and find that all the crows we have seen are black. And so far we have checked 5,000 crows. 
But you still don’t believe that all crows are black. You say “perhaps crows in another country are not black.” In order to convince you, I take you to China, India, England, and a lot of other countries. All the crows we have seen are black. And so far we have checked 10,000 crows.

 Finally, you are convinced that all crows are black. I ask you why you are convinced, and you say: “we have checked 10, 000 crows, all of which are black. If there were crows that were not black, then probably we would have seen a non-black crow already—after all, we have checked so many crows . But until now we have not seen a non-black crow. So I do believe you are right: all crows are black.”

Now consider the question Q again:

Q:  If E is an inductive (levering) evidence of H, then is it reasonable for me to believe that “if H were not the case, then E would not be true”?

From your answer that “If there were crows that were not black, then probably we would have seen a non-black crow already—after all, we have checked so many crows,” we can tell that you see the answer to Q as positive. In taking E (that is, all the 10, 000 crows I have seen are black) as inductive evidence for H (that is, all crows are black), you take it as reasonable to believe that “if not all crows were black, then I likely would not have seen 10, 000 black crows; instead, I would probably have seen a non-black crow among the 10, 000 crows I have checked.” 
Ru’s argument, simply by telling the story more fully, brings out how very plausible it is to see the “inductivizer” in such a case as believing—and reasonably believing—the very subjunctive which CORNEA says is crucial. To bring her analysis into square confrontation with McBrayer, she now considers two objections.  First:
It might be objected that it is not reasonable for me to believe that “if there were crows that are not black, then we would have seen a non-black crow already—after all, we have checked so many crows.” For perhaps the number of crows we’ve checked is not large enough to entitle us to say that “if there were crows that are not black, then we would have seen a non-black crow  already”. For example, perhaps there exist 50, 000 crows , while I only checked 1/5 of them. If so, I am not entitled to say that “if there were crows that are not black, then we would have seen a non-black crow  already.”
However, this objection ignores the antecedent in question Q. The antecedent says that “E is an inductive levering evidence of H”. If the amount of crows we have checked is not large
 enough, as this objection claims, then E is not an inductive levering evidence of H. That is, if checking 10,000 crows is not enough to make it likely if there were non-black crows some would have turned up, then how can it be enough to justify believing “all the 50, 000 crows in the world are black”? 

Again Ru has, by telling the story simply, brought out its plausibility.  But a face-off with McBrayer requires one more move.  Here is how Ru makes it:  

It might also be objected that it is not reasonable for me to believe that “if there were crows that were not black, then we would have seen a non-black crow already”, because there is a possible world in which there were some non-black crows, and in which all the 10, 000 crows we checked are black.  In McBrayer’s own words, “go to the closest world in which it is false that all crows are black. Perhaps a crow suffers from a gene mix-up that causes him to be an albino. Is it reasonable to believe that my cognitive situation in the actual world would be discernibly different from my cognitive situation in this possible world? No—things would look just the same to me.”

However, this objection is not convincing. I agree that there is a possible world in which a crow suffers from a gene mix-up that causes him to be an albino, and in this world ‘things look just the same to me as in the actual world.’ That is, in this possible world all the 10, 000 crows we checked are black [we’ve just missed a crow with a gene mix-up]. However, this possible world is by no means “the closest world”, since it doesn’t exhibit regularity, which is a predominant principal in the actual world. 
In this possible world, our repeated observation is no indication of truth. The truly “closest world W” should be a world in which our repeated observation [of black crows] is a reliable [inductive] indication of truth. 
Ru’s general suggestion here was that in the scenario McBrayer describes, a world in which a crow is albino is not—pace McBrayer—the closest world to a world in which all crows are black.   This seems to me promising; I want here to explore what seems to me the best way of defending it.
 [ 

 LISTNUM  LegalDefault \l 3   Undergirding Ru’s Suggestion.  

In each of his examples, McBrayer uses a common pattern—what we can call the “perhapses pattern—to try to nudge us to the relevant “closest” possible world needed to evaluate the crucial subjunctive conditional.  Thus, in evaluating the subjunctive in the crow example, McBrayer guides us as follows:

Go to the closest world in which it is false that all crows are black. Perhaps a crow suffers from a gene mix-up  that causes him to be an albino.  Is it reasonable to believe that my cognitive situation in the actual world would be discernibly different from my cognitive situation in the possible world in which not all crows are black?   
Here we might justly ask McBrayer what he means, in asking us to envision a possible world where (perhaps) “a crow suffers from a gene mix-up that causes him to be an albino.”  Does McBrayer mean to say that in this possible world, it’s false that all crows are black because there is one and only one exception—this lone albino crow—to the general law?  
I think he means to say exactly this.  For in the very next sentence, he treats as purely rhetorical the question of whether our evidence would be any different in this “closest possible world” he’s set up for us.  It’s a rhetorical question because he takes a “No” answer to be obviously right that it doesn’t need to be stated, much less defended. But unless we imagine that the albino crow is a lone isolated exception, there is no obvious answer to his question.  For whether albino crows would likely have turned up in our sample depends entirely (assuming the sample was taken in a random way) on how many of them there are in this world.

So McBrayer is supposing that a world where all crows are black except for one lone albino crow world is the closest possible one to ours (where, I take him to be supposing, all crows are black).  But why suppose this?  Granted, if we measure “closeness” merely by looking at sheer numbers and proportion—the ratio of black crows to all crows—then the lone-exception-world is pretty close to ours.
 But why should one think that this observable ratio—a relatively superficial ontological  matter of feather pigmentation —is what should be used as our metric for measuring distance between possible worlds?  
Indeed, we find a different cue in McBrayer himself.  He specifies an underlying deep-structure mechanism for the lone-white-crow: she is white due to a “gene mix-up.”  But genes being what they are in the actual world—where, recall, genetic mutations occur regularly and are the very driving force of evolution, producing crows and crow color in the first place—wouldn’t a world where such a gene mix-up is not a lone isolated happening, but instead occurs with at least some frequency—be at a deeper level more similar to the actual world  than one in which there is only one lonely mutant albino crow?
  
That seems to me far more reasonable a metric in this particular example.  And if it is a reasonable metric of “closeness” to use, it is reasonable for us to believe that if it were false that all crows are black, our evidence would be different than it is.  For in the closest world where not all crows are black, any albino crow still instantiates some different nomos than the one in our world, and is a member of a small group of exceptions that, in that world, are likely to show up in our observed evidence-sample. 
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Taking stock, we’ve made some headway on two of McBrayer’s
 three counterexamples.  In the Sleeper Counterexample, the empirical evidence was a non-uniform sample of  48 nap afternoons and 2 non-nap afternoons; from this the father formed the general belief Patrick almost always naps between 2 and 4 in the afternoon, and from there he forms the belief Patrick is now—it being 3 p.m.—sound asleep.   In the crow case, the empirical evidence was a uniform sample of 10,000 observed black crows; from this our travelling students formed the belief  all crows are black.
   For the Crow Counterexample, I’ve argued that “Ru’s Regularism,” suitably undergirded with retrofactual conditionals,  enables CORNEA to give results that fit our epistemic intuitions. For the Sleeper Case,  CORNEA seems to give the wrong result for the particular belief.  For cases where the particular proposition (Patrick is sleeping now) that is—as  in McBrayer’s own formulation— inferred from a general proposition (he almost always naps from 2 to 4), we might be able to modified CORNEA by attaching a rider clause to it.  But this should still leave us worried.  For one thing, we are still unclear about why the particular belief is an exception to unmodified CORNEA. Worse, the rider won’t help for cases where the particular proposition is inferred directly from our inductive evidence: it won’t help, indeed, if Patrick’s father goes from the baby sitter’s testimony about the fifty particular cases directly to his belief that Patrick is sleeping now.  

Moreover, McBrayer’s first counterexample, the Lotto Counterexample, seems to be confront us with just such a case.  Here our gambler goes directly from his new evidence—his ticket is one of a million tickets—to the belief that he hasn’t won.  He doesn’t, lets suppose, form any general belief like “I almost always lose in big lotteries”; indeed we can just say that this is the only lottery for which he ever has a ticket. The Lotto Case rubs our face in the worries still facing us; it is to my mind the hardest of McBrayer’s counterexamples.  
To make progress on it, and to address our worries, we need to see step back and see more clearly how it is related to the points that have emerged so far about the other two cases.  That’s what I will try to do next.  Since I am pressing up against a final deadline, we will need here to take drastic shortcuts:   I’ll have to be telegraphic,  and you’ll will have to be telepathic.  But come on, we can do this!
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The key, I propose, is what I’ll call the Nomologicity Continuum.  When we’re making inductive inferences about some subject-matter (coloration of birds, sleeping patterns of children, and so on), we bring to the subject-matter various background beliefs.  The background beliefs themselves may be based on past experience (ours, or others) with this subject-matter or analogous ones, or they may be beliefs that reflect worldview commitments of a religious or metaphysical sort.  The background beliefs in turn provide grounds for (and typically give rise in us to) a Nomologicity Presumption about the subject-matter—a presumption about the degree to which the present subject-matter is nomological or law-like.  To see more deeply into the Sleeper Case and the Crow Case—and to defuse McBrayer’s Lotto Counterexample—we need to see how they lie at different points on the Nomologicity Continuum, and how this affects their evidential dynamics. 

To clarify the “Nomologicity Continuum” let’s consider how CORNEA works for a case where we’d normally we presume nomologicity holds very strongly.  Suppose that we are a research team of chemists, and have just identified , isolated, and purified some new chemical element.  We haven’t named it yet; we just refer to it as “our new solid.”  At room temperature, our new solid is a grey, crystalline, and  somewhat brittle solid. We wonder if it’s conductive, feeling totally uncertain about them matter.  We then test a few dozen samples for conductivity, and find that when electrodes are attached,  each one conducts electricity marvelously well. From this evidence (e), we are disposed to form the general belief (G) “All pieces of our new solid are conductive.”
  Is our evidence e good levering evidence, entitling us to shift from square non-belief about G to square belief that G is true?   CORNEA stipulates that evidence e is good levering evidence for G only if it’s reasonable to believe the subjunctive if G were false, then E would likely  be different than it is (not all pieces in our sample would have been conductive).”  This subjunctive comes out reasonable to believe—provided that it is reasonable for us to believe that the closest possible world to ours where G is false is a world, not where there is one lone piece of our new solid that is “miraculously”
 non-conductive lurking somewhere or other in the universe, but instead where all pieces of our new solid  still manifest some strong nomological regularities vis a vis conductivity.
   Let’s call such a world a Different Regularity World, as distinct from the Miraculous Lone Exception World.   
Ru’s Regularism works best, I propose, for cases where our inductive evidence tempts us to an inductive conclusion G of which it is reasonable for us to presume that if the tempting generalization G were false, it would be false because some Different Regularity G’ (different than that described by G) would hold, rather than because there is some lone miraculous exception to G.  And this presumption—the Nomologicity Presumption—is, it seems to me, eminently reasonable for some subject-matters but eminently unreasonable for others.  It’s eminently reasonable for generalizations about conductivity of pure chemical elements.  For just this reason, Ru’s Regularism neatly forestalls them as counterexamples to CORNEA.   The Nomologicity Presumption is, I think, also reasonable for a person today to hold about coloration of bird-species, though this will depend  on being able to make reasonable use of theoretical background beliefs about genes, evolution, and the like. This also enables CORNEA to handle the Crow Counterexample—and seeing how this works is what allowed us to turn the tables on McBrayer, showing how this case actually illustrates CORNEA’s requirement.  
But the Nomologicity Presumption seems rather unreasonable for some subject-matters—children’s naps, for example.
   In the actual world, the napping of even Patrick is liable to irregularities, due to no apparent cause beyond “today he just isn’t sleepy.”   In the past, Patrick almost always naps peacefully from 2 to 4; from this his father inductively forms the belief Patrick is sleeping right now;  but if he weren’t sleeping right now, it would be because he’s just having one of his non-nap days; our evidence would still be just what it is. McBrayer’s nudges intimate that the exceptions can arise from “just not being sleepy” (about like saying that quantum  fluctuations arise from chance) serve an important  hidden function: they make the inductive  subject-matter different from electrical properties of metals or even of coloration of species, breaking the hold of any Nomologicity Presumption that could give CORNEA real purchase. 
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But perhaps McBrayer’s sly nudges put his position a bit off balance here. In the Sleeping Son Case, recall, the evidence sample was not uniform:  in the fifty observed cases, Patrick napped between 2 and 4 on forty eight days, but he didn’t nap on two.  This was my variant, to be sure, but it has a close analogue in McBrayer’s version, on which the father’s evidence was that Patrick almost always naps from 2 to 4, with acknowledged irregularities due to spicy food or just not feeling sleepy.  Doesn’t this make a difference to the content of the belief (not just the degree of believing) that the father forms, if this content is given perspicuous philosophical formulation?  

Perhaps, I’m proposing, what a reasonable father believes is not (P1) “my son is now soundly asleep,” but rather, (P1’) my son’s being asleep now is statistically likely.   Correlatively, perhaps what he believes isn’t  (P2) my son is not awake, but rather, (P2’) my son’s being awake now is Statistically Not Likely (SNL). When our observed sample is uniform (all tested pieces of  our new solid were conductive),  and the Nomological Presumption is reasonable, the may be differences in the degree to which we believe the inductive conclusion: a larger and more varied sample will give us a higher degree of belief that the observed pattern can be extended to unobserved instances.  But where the observed sample is non-uniform, is the content of the father’s reasonable belief really  Patrick is sleeping right now?  I propose it’s not: what he believes is it is statistically likely that Patrick is sleeping.  Granted,  he might in ordinary speech express the content in the flat-out way; but that’s because we have good instincts for letting context and conversational implicature tell us what is involved.  If a biology professor were to find that 48 out of 50 squirrels on campus were gray, the other two being red, she wouldn’t on this evidence seriously believe the next squirrel she sees will be gray—that it’s statistically not likely that it will be black instead.  She’d believe that it’s being gray is statistically likely.  
  So let’s see what happens when t this crucial SNL component is included in a content of the belief, whenever the belief rests on an observed sample that includes “irregularities” of the sort that McBrayer builds into his counterexample.  Does this enable CORNEA to give the right result, without any rider clause?  It does!  In the case of the sleeping son, what CORNEA requires, for the evidence to be levering evidence for his belief about Patrick’s not being awake, is that the following primed subjunctive be reasonable for Daddy McBrayer to believe: 

If it weren’t the case that (P’) Patrick’s being awake is statistically not likely , then my evidence E would likely be different than it is.”  

And is it is plausible to see this primed subjunctive as true? Well, sure. Go to the closest possible world where the antecedent here is true—the closest world where, that is, it is statistically likely that Patrick is having a bad-nap day.  It seems entirely reasonable to believe that in that world, Patrick’s past sleeping patterns are different than in the actual world, and different in a way that shows up in the evidence sample that Daddy McBrayer is relying on.
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So here’s my story on Lotto. The levering evidence, as described my McBrayer, is that the lottery was a very large one—a million tickets were sold—and he has just one of the tickets.  I propose that this is tantamount to a non-uniform evidence sample, and that if this is his only new evidence, what McBrayer should believe is (P) “It is statistically not likely that I will win the lottery tomorrow.”   And when so SNL’ed, his evidence is, by CORNEA, good levering evidence for this belief.  For the  relevant subjunctive is now:  if P were not the case—if it were the case that his winning is statistically likely, say—then my evidence would have been different than it is. And this subjunctive is, I propose, entirely reasonable for him to believe. 
To bring this home, consider a case where the subjunctive is false.  Suppose that in the actual world, you and I are theosophists.  And suppose that we’ve come to believe that there is a special angel—Lottie, she’s called—who hovers above the spinning drums of lottery drawings in the United States, using her special powers to bring it about which ticket is drawn.  We know this because we’ve been in long-term consultation with a medium who, in séances, talks with Lottie.  He has given us correct predictions for 500 lotteries in the past two years, with never a false prediction.  The medium now tells us that Lottie has chosen McBrayer as the winner for tomorrow’s state lottery drawing. On the basis of our special (and uniform) evidence, conjoined of course with the more limited evidence McBrayer has (that he has only one ticket out of a million), we believe—very reasonably, given our inductive evidence—that  McBrayer will win the lottery.    

Our inductive belief—that McBrayer will win tomorrow’s lottery—seems to me to clearly meet CORNEA.  It’s reasonable for us to believe that if McBrayer were not to win tomorrow’s lottery, our evidence would be different.  Lottie would have chosen some other person as the winner, and our trusty medium would have told us the name of that other person, not McBrayer.  It seems to me, also, that if McBrayer himself were at lunch today to converted to theosophy, and within this congenial worldview, were to learn of our special evidence, and to accept it for what it is (really good inductive evidence), he too would believe that he will win tomorrow’s lottery.  And reasonably so, for CORNEA would be then be satisfied for him, as it is for us.

Suppose that in the actual world, McBrayer converts to theosophy over lunch. (We are very persuasive and believable.)  He also then learns about the medium, Lottie, and her inductive track record.  He wonders why we have told him all this today. He remembers his own lottery ticket and pulls it out of his pocket.  His former belief—that it is statistically not likely that he will win tomorrow’s lottery—slips away.  He looks at us with big shining eyes.
But we want him to be surprised.  We tell him that he needs to prepare himself.  And we tell him that Lottie has, as winner for tomorrow’s lottery, chosen a chap named Wykstra .  McBrayer lets his ticket slide to the floor.  He forms the belief that he will be a loser in tomorrow’s lottery. For if it were not so, would we not have told him?.  
Or so, at any rate,  he believes. 
And reasonably so.  
� Conference Participants.  The alert reader may notice some shifts in tone and terminology here and there in this essay.  Parts of the essay are re-worked sections of a different paper.  That paper aimed to introduce the Rowe-Wykstra debate to beginning philosophy students, and so tried to reduce things to basics.  I found the exercise useful for myself as well, and hope you do too.  But if some paragraphs strike you as pitched at the wrong level for research conference,  that is why.  


� For their help in thinking through issues in this essay.  I want to thank the five the students of my January 2009 interim course on Modal Logic: Theory and Applications.  The students are Hao Liang, C.J. Majeski, Luis Oliveira, Cedric Parsels, and Ru Ye.   I especially thank Luis Oliveira for late-night yeoman’s service in helping me re-read and revise the essay.


� William Rowe (1979), “The Problem of Evil and Some Varieties of Atheism.” American Philosophical Quarterly, 17 (1979), pp. 335-341.    Stephen J. Wykstra (1984), “The Humean Obstacle to Evidential Arguments from Suffering: On Avoiding the Evils of “Appearance.”  In International Journal for Philosophy of Religion, 16 (1984), pp. 73-93.  Rowe’s reply was “Evil and the Theistic Hypothesis: A Response to Wykstra.” International Journal for Philosophy of Religion, 16 (1984), pp. 94-105.  The papers are included in Adams and Adams: The Problem of Evil: Selected Readings.


� The best collection of papers defending and critiquing “skeptical theism” is Daniel Howard-Snyder (ed)., The Evidential Problem of Evil (University of Indiana, 1996).  


�  For Rowe's own account of our interactions, and his take on where things now stand, see Rowe’s recent "Friendly Atheism, Skeptical Theism, and the Problem of Evil," in International Journal for the Philosophy of Religion (2006), 59: 79-92.


�  I have here drawn on my “Suffering, Evidence, and Analogy: Noseeum Arguments vs. Skeptical Theism,” in Nichols, Smith, and Miller (eds.), Philosophy Through Science Fiction: A Coursebook with Readings (Routledge, 2009).  


� Rowe (2006) gives an amusing account of the bit of pre-history, noting that while he has only dim recollections of our discussions in the summer of ’82 and at the APA session a year later, he does recall the ‘smoker’ on the Queen Mary—how he felt it (p. 81) “altogether good and proper to be on the Queen Mary, drinking wine while talking with other philosophers. And it did not seem to matter that the Queen Mary was going nowhere at all, being permanently in dock. “


� The published version—Rowe (1984)—omits, however, the sentences that show how it builds on my Queen Mary reply to his first objection.  In his 2006 memoir, Rowe says (p. 81) that he while he “has only dim recollections” of these events, he does recall the ‘smoker’ on the Queen Mary—how he felt it  “altogether good and proper to be on the Queen Mary, drinking wine while talking with other philosophers. And it did not seem to matter that the Queen Mary was going nowhere at all, being permanently in dock.”


�  McBrayer’s critique, CORNEA and Inductive Evidence,” is forthcoming in Faith and Philosophy 26:1 (January 2009), pp. 77-83.  The Graham and Maitzen critique is in Andrew Graham and Stephen Maitzen, “CORNEA and Closure,” Faith and Philosophy 24:1 (2007), 83-86, to which I replied in Stephen Wykstra, “CORNEA, Carnap, and Current Closure Befuddlement,” Faith and Philosophy, 24:1 (2007), pp. 87-98.


� The students are Hao Liang, C.J. Majeski, Luis Oliveira, Cedric Parsels, and Ru Ye.  Ms. Liang and Ms. Ye are visiting philosophy students from China.


� We must here note three further points. First, the "vital for" means only that to get the good, God has to allow this suffering or something just as negative.  Second, the "positives" need not be produced by the suffering: it may be that the suffering is a consequence of bringing about the goods: for example, perhaps having creatures with free will (a good thing) requires God's allowing them to sometimes inflict suffering on each other.  Third, the positives can include things like having the principles of justice satisfied: for example, perhaps have a just universe ( a good thing) requires that an evil like rape be punished by causing the rapist to suffer: the suffering, though a "negative," is outweighed by the positive good of balancing the scales of justice. 


� Pivotal here was the work of Alvin Plantinga, rehabilitating the "Free Will Defense" the seeds of which are in St. Augustine.  See Plantinga,  God, Freedom, and Evil and Augustine, On Free Choice of the Will.


� See Daniel Howard-Snyder's The Evidential Problem of Evil (University of Indiana Press, 1996) for a good representation of skeptical theists and their critics.


� A line leading quickly to very great complexities, pioneered by Paul Draper, is that the distribution of pain and pleasure in the universe is better explained by atheism than by theism.  


� "Noseeums" are tiny gnats that have a painful bite, even though they are so small that you "no see 'em."  Rowe argument is that our not seeing any good served by certain suffering also has a painful bite, as evidence that God does not exist. Note somewhere here:  


� Note to myself:  delete this and other special terms if  not needed or used in what follows.


�  The "barring defeaters" clause is an important part of the principle.  One might in some cases have additional special information that "defeats" this inference:  perhaps one is in a shed that is near the neighbor's lawn-watering system, which one knows cause the same friendly patter and damp smell.  If such a defeater is present, the conclusion might not be reasonable.  The Principle of Credulity says only that, when there are no such defeaters present, how things seem makes it reasonable to form a belief about how they are.  


� I don't recommend this experiment at home.


�  To lack insulating power is just to be electrically conductive.  I've put it in negative terms to bring out that the inference works either way.  It thus won't do to criticize Rowe's inference because its data concern the "absence" of  property (J), whereas the Pit Bull Inference concerns the presence of a property. 


� Explain how philosophers use "strong" and 'weak" here: as in a Western before a gunfight:  "Them's strong words, Mister."


� Interpreted this way, the move from Step 2 to Step 3 is very plausible, because it rests on a general principle that if something appears to be a certain way, that gives one good reason to believe it is that way.  [Here footnote Swinburne's "Principle of Credulity," and the issue of whether it also works for "negative" appearings.] 


� SEER-1 and SEER-2 are reworded versions of the two main versions of CORNEA, as published in Wykstra (1984) and Wykstra (1996). 


� It is to be noted that both SEER-1 and SEER-2 put a burden of reasonability on the  person making the Noseeum Inference. Both SEER-1 and SEER-2 say the inference is good only if it is reasonable for this proponent to presume that if there were a God-justifying Good served by all suffering, the evidence being relied on—the noseeum evidence of seeing no Point for the suffering—would likely be different than it is.  This, if correct, means that to defeat the inference, one doesn't need to show the Seeability Presumption is false: one just needs to give enough reason against it to call it seriously in question, so as to require agnosticism about it. In Wykstra (1996), I argued that Rowe subtly mishandles the burden of reasonability here; it seems to me he continues to do so in Rowe 2006.  


� Rowe here drew on Alvin Plantinga's use of this principle in Plantinga's God, Freedom and Evil.  My Queen Mary paper took issue with Plantinga too. 


� If you want, you can make W' even bigger by adding a little "helper" to help hold W and E together.  Here the helper might be: (W'') Wykstra has secretly converted to Catholicism, but pretends to be a Protestant to keep his job at Calvin College.     


�  The distinction also has applications to closure perplexities: see Wykstra CCCCB  (2008).


� Calling it “static” doesn’t mean it doesn’t change; it just means we it is a relation that holds (or can hold) at one particular time between the evidence and hypothesis.  The dynamic sense, in contrast, makes essential reference to two “times”—a “before e” and an “after e” time.


� His Summer Objection commits the fallacy of equivocation; I leave showing this as a homework problem.   


� The Distant Future Assumption, stated more precisely, is that the goods are in the distant future, or in some other realm, or are for some other reason inaccessible to us. 


� Rowe (1984/1990), "Evil and the Theistic Hypothesis: A Response to Wykstra," in Adams and Adams, p. 164.


�  My own efforts can be found in  Russell and Wykstra (1987), pp. 1444-147, and in Wykstra 1996, pp.142-145.  For dissimilarities that weaken the analogy, see Rowe 1996  and Rowe 2006.  We should note that a parent's purposed good can be unknown to the child (or God's, to us) for reasons other than it's lying in the distant future. and so nothing in the Parent Analogy commits us to saying this is the only reason why, if God exists, we'd  often be unable to see or grasp God-purposed goods for present sufferings.    


�  The quotations are from Rowe 2006, p. 87. 


� Rowe (2006), p. 89.  Italics Rowe’s.


� I’m grateful to Ye Ru for alerting me to the need to make more clear how the argument went here.


� Alas, I’m not a person of such faith as Rowe  suspects me to be.  I’ve never supposed the New Testament is somehow guaranteed to be true by the assumption that God exists.  Nor have I ever been comfortable with the idea that its truth is known internally by the testimony of the Holy Spirit.  In the summer of 1967, I came out of a two- or three-year dalliance with Vedanta to belief in some sort of personal God, but with very little of the expanded content distinctive to traditional Christianity.  Writings by Paul Tillich and Thomas Merton were influential during this stage.  In the summer of 1970, I was persuaded by F.F. Bruce’s classic little Inter-Varsity book (The New Testament Documents: Are They Reliable?) that the New Testament comes up looking pretty good when examined by the rules that historians generally use to evaluate the authenticity and reliability of historical testimony. The new evidential context, along with personal experiences, brought me to believe in the authenticity and the substantial historical reliability of the four Gospels and the book of Acts—and, thence, to belief in the resurrection and authority of Jesus.  In graduate school and later, all this went through a severe trial—a story too long to tell here. But the upshot is just that the “expansions” I’ve slowly come to affirm have emerged slowly and by stages. While I do now affirm that there are some sort of very long-term purposes that God is working out in human (and pre-human) history and in our individual lives, and see this is as a very plausible extension of theism (at least as plausible as its denial), I don’t see theism itself as entailing the truth of the New Testament, or the doctrines of Christianity, or any particular story about what these purposes are.  Instead, I think that any filling of the story of God’s purposes requires evidential grounding every bit as much as does, say, filling in the details of an evolutionary account of the origin of species.  Maybe that’s why it takes Christians (and biologists) a considerable while to agree on some basics.  


� In his Queen Mary reply, Rowe has the sentence “And this, for the reasons that Wykstra has so clearly set forth.”  This is one of those things that disappeared into the pre-history of CORNEA.


� Justin P. McBrayer, “CORNEA and Inductive Evidence,” in Faith and Philosophy, 26 (2009), pp. 77-86.


�  I’m not sure what McBrayer means by “evidence simpliciter” here. But in Wykstra (1984), Section 1.4 (“Rational Support”) sharply distinguished two senses—one static and the other dynamic—in which we may speak of “evidence” giving rational support  to a hypothesis, identifying the latter as germane to Rowe’s argument and CORNEA.  But I also distinguished “weak” from “strong” dynamic support; and in places I seemed to insinuate that CORNEA is a constraint even on whether evidence can give “weak” dynamic support to a hypothesis.  Wykstra (1996) tries to correct the imprecision.   


� Useful follow-ups to McBrayer’s essay are, thus, Hawthorne’s 2004 discussion of single-premise closure and sensitivity Knowledge and Lotteries (Oxford 2004), especially “Tracking, Closure, and Inductive Knowledge,” in S. Luper-Foy (ed.), The Possibility of Knoweldge: Nozick and his Critics (Rowman and Littlefield, 1987). 


� While general, it is I think best taken as having some sort of scope limitation (it is best taken as restricted to a certain portion of Patrick’s life, not his whole life) and also with certain acknowledged exceptions (almost always).  concerns a far wider class of instances of afternoon sleeping; it classifies these as of a certain type (child taking a nap); it specifies a larger time period for the sleeping (from 2 to 4).


�  The quotations are from Ye Ru ’s “Can Inductive Evidence Pass CORNEA?”  


� A further point was noted in class by Liang Hao.  Ms. Liang noted that it is not just size of the sample, but “fairness” of the sample, that determines whether the sample has what it takes to be good levering evidence.  Ms. Ye’s description of the data search accords well with Hao’s point here.


�  Ru’s own defense went as follows:


McBrayer’s albino-crow world] is by no means “the closest world”, since it doesn’t exhibit regularity, which is a predominant principal in the actual world. In this possible world, our repeated observation is no indication of truth. The truly “closest world W” should be a world in which our repeated observation [of black crows] is a reliable [inductive] indication of truth. 


As developed in class, Ru’s idea here was that that in this particular pragmatic context, the weightiest feature to be considered in determining “closeness”—the yardstick-feature for establishing our similarity-ordering metric—should have to do with (as I’d put it) evidential uniformity, or evidential homogeneity. Her thought was that the closest world to ours in which Patrick is awake today at 3 pm will be a world where he was observed in the past to be always awake at 3 pm—because in in this world we have maximum uniformity between the cases described in our evidence sample, and the case that is happening today.     Ru defended this by arguing that all we knew were that Patrick is awake now (at 3 pm), we would expect a world with a “mostly no-nap” evidence sample more than one with a “mostly nap” evidence sample.  I don’t think one can plausible get at the relevant subjunctive by this route: it conflates two questions that are distinct; Ru’s shocked reply “But they’re the same question!” indicated that I’d located the source of our disagreement, but left the disagreement standing.  But our disagreement pointed me toward clarifying the role of the Nomologicity Presumption, which I try to do here.


�  But wouldn’t the not-all-are-black world be even closer to ours if the lone crow were grey, or brown, rather than albino?


�  The relevant subjunctive here is to be construed as a “backtracking” subjunctive or what I call a “retrofactual” conditional.  On the general Lewis-Stalnaker semantics, a subjunctive conditional “If A were the case, B would be the case” is true just in case, in the closest possible world where A is true, B is also true.  I take this to be the core claim of what we might call the general theory of subjunctives from Lewis and Stalnaker; and I take an accompanying claim to be that there is a pragmatic, contextually determined aspect to selecting the appropriate “metric” deterimining “closeness” or similarity-ordering.  I take ther also to be some further “special theories,”  or further clauses, whose addition to the theory is debatable.  One of these special clauses—favored by David Lewis—says that in typical contexts, a subjunctive of the form “If x were to have happened, the Y would be true” is to be determined by going to the possible world where things are the same up to the point where x happens (instead of what happens in the actual world), and letting things after than point diverge only so much as needed to accommodate X happening.  What we are doing here does not fit this special clause; we are instead urging that in this context, the the subjunctive is best interpreted as a “backtracking conditional: consider a world where X happens, and where things before X are varied as needed to o keep the X-world similar to ours in the pragmatically relevant respects; then let things after X diverge as little as needed to accommodate X.  On backtracking conditionals see Jonathan Vogel, “Tracking, Closure, and Inductive Knowledge,” in S. Luper-Foy (ed.), The Possibility of Knowledge: Nozick and his Critics (Rowman and Littlefield, 1987).


� Generalizations about crow color now seem far more philosophically perplexing that I’d imagined.  Would any well-informed person today really come to believe that all members of some bird species have a certain color, on the basis of a sample of (say) 1 000 of them having that color?  Whether one makes this inference will seem to depend on one’s background suppositions about species, genes, evolution, and coloration.  If one does reasonably make the inference,  won’t it be because one can reasonably suppose that if there not all crows are black, the non-black ones would likely occur in a small but detectable minority of cases?  And if one thinks that non-black crows would likely not turn up ones evidence sample even if they exist, wouldn’t one refrain, despite one’s uniformly black sample, from forming the belief “all crows are black”? 


� Strictly speaking, they are descendents of McBreyer’s counterexamples, restructured to apply to the levering-evidence version of CORNEA, and specified so as to help us get clearer about underlying evidential dynamics.  Once we are clear about that, it will be easy to revisit his own formulations. 


� To complete the parallel to the Sleeper case, we could here add a second inference to the particular belief “That crow I now hear—cawing outside—is black. 


� In brief: the more “nomological” or law-like we take an inductive generalization (or its subject matter) to be, the easier it is to handle McBrayer-like counterexamples using Ru’s Regularism.  But when the subject-matter becomes one where the Nomological Presumption is weakened, McBrayer-like  counter examples need a different, non-Ruian response, which I propose below.


� I don’t mean to build anything theological into “miraculously” here, however.


� The Differing Regularity World, to be discernible different via our actual sampling method,  could be one where bismuth is never conductive, or where is it becomes “non-conductive” in a regular way under circumstances that, while perhaps unusual, are not so singular that they’d likely not have turned up in our our sample.


� Many complexities lurk here. So far I’ve stated the Nomologicity Presumption as an ordinary subjunctive, without translating it into Close Possible Worlds talk.  A CPW translation would raise many vexing issues.  For example, do we really want to say that the closest possible world to ours in which it is false that bismuth conducts electricity is one where all bismuth is non-conductive?  If our reason for thinking that bismuth’s electrical properties are nomological is that we think these properties are determined by the micro-physical essence of bismuth, then a world where the metal we are testing follows different laws would be one where it is not bismuth.   So translating the Nomologicity Presumption into close-possible-world talk is going to take a lot of savvy in modal semantics and philosophy of language.  I waive all that, at least for now, and probably forever.  I just stake out a claim that what I say about the Nomologicity Presumption seems sensible enough in ordinary language—sensible enough to give a rain check to those requesting immediate clarity using a Close-Possible-Worlds semantics.








